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A Taxonomy of Data Integration Alternatives

BY FERNANDO MARTINEZ-CAMPOS

Data integration has traditionally been a challenge for IT practitioners who must support the business’ need to analyze
and process cross-functional and heterogeneous data. As new data integration solutions like CDI emerge, it’s a good time
to take a look at some classic and emerging solutions for data integration. Indeed data integration remains an important
challenge companies continue to face as their data and application portfolios continue to grow and mature.

If you look up the word, “integration” in the dictionary, it says:
“The act of combining pieces working together to form a unified whole”
“Pieces working together” implies that the pieces can be physically apart and be combined into a unified whole.

From a data integration perspective, business users will need to see a complete view. As data integration practitioners,
it’s our job to design and architect the means for the data to be appear consistent, complete and whole.

DRIVERS OF DATA INTEGRATION

Let’s use the case of a bank where | did some consulting. The bank—one of the largest in the U.S.—had some common
data integration problems:

» Data was stored within each application, resulting in “islands of data”. Customer data was distributed across
checking, savings and credit card applications. There was no single view of a customer .

* There were differences in data content for tables with the same business intent. Due to bank mergers, for example,
branch information was recorded differently and thus incompatible across the enterprise.

Differences in data content for similar functional business requirements. Each bank subsidiary had different
financial reporting databases which led to different reporting results.

Reporting inconsistencies yielded different bottom line totals. Data was pulled from many sources using different
extract criteria at different points in time.

Many organizations end up this way when data is not integrated. The underlying problems stem from databases being
developed by different organizations, with different goals, over a long period of time. So it is imperative that well integrated
data is perceived as a single image with consistent naming, content and meaning.

To explore how integration is accomplished, we'll begin by defining the differences between Operational Data
Integration and Analytical Data Integration.
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OPERATIONAL DATA INTEGRATION

Operational applications have diverse requirements for critical business functions that need a consistent view of the data.
Many of these applications have their own databases that are not directly integrated with each other. Users want to see
changes in one application reflected in other applications. In order to keep these data bases synchronized, the most
common approach is to integrate application messaging with predictable and reliable performance.

One of the first design decisions in integrating operational data is whether to keep the data in place or move the data
to intermediate data storage to be shared by other applications.

Techniques For Operational Data Integration

The following techniques are used when data is kept in place with mechanisms to propagate information from one data
base to another.
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Figure 1: Standard Application Programming Interface

An APl is a common interface format that is callable by programs to execute business logic and deliver data to other
applications. Often companies develop custom APIs with business logic at both ends of each application. Such custom API
interfaces prescribe message parameters that are accessed by all authorized programs. APIs have been used for decades
as the traditional method to exchange data across programs.

Enterprise Application Integration (EAI)

EAIl technology has become popular in recent years. It involves mechanisms to queue messages via an information bus.
This bus is implemented by software that places data in memory or disk storage queues. Data producers publish
messages in the bus and data subscribers pull from the information bus to access the data. Message transfer occurs in
store-and-forward manner, which has the added benefit of data subscribers not having to be online for the message to be
received. EAI technology can be scaled with extra queues to support multiple data producers and consumers. New data
consumers can subscribe and unsubscribe with no impact to the producing application or other users.

Web Services

Web Services is the newest technique for integration. Web services leverage XML and Simple Object Access Protocol



(SOAP) to pass messages between applications. This allows multiple platforms and languages to communicate using an
extensible API--XML--that provides tremendous flexibility. Web Services utilize a repository standard (for example Universal
Description Discovery Integration or UDDI) that publishes the data elements used to interface to the application. Data
consumers query the repository to discover message details before starting the data interchange. If additional data
elements are added via XML, it does not affect data consumers. This is in sharp contrast to traditional APIs where
message parameters are tightly bound in a positional format, mandating modification to programs when new data
elements are added.

The Data Bridge

A data bridge is used when applications need to keep legacy databases current to support legacy users. A data bridge is a
custom program that passes new data using an APl or EAI to forward messages to the legacy applications. The bridge can
also be used to pass messages from the legacy application to the new applications. In essence a bridge is a coexistence
strategy that assumes that the legacy application will eventually be decommissioned. But the reality is that many
organizations run data bridges for years since some of these legacy applications aren't easily retired.

At the bank in the example above, business applications used point-to-point APIs to bridge data from legacy to new
applications. Maintaining these interfaces became expensive as new data and applications were added. The bank
implemented an information bus to publish transactional events to data consumers in financial accounting, customer
service and marketing. New applications were added which subscribed to the information bus without impacting the Data
Producers or consumers.

So far we have achieved integration by passing messages by APIs or with an information bus. Let’s cover a strategy
that moves data to intermediate storage for access by users.

Operational Data Store (ODS)

An ODS is a data base that houses and deploys more current operational data for daily status and troubleshooting. ODS
structures are usually simple, keeping current data with small amounts of history. At a telecommunications company, an
ODS stores telephone line maintenance work orders. As field personnel complete stages of their projects, completion
status gets posted to the ODS and other involved departments can query the work orders to monitor project status and
assure on time completion. Thus, an ODS can integrate data across departments.

Operational Issues to Consider

When integrating operational applications, there are several issues that need to be considered in a production
environment.

Availability

When applications are sending messages to each other, downtime in one application will affect the other applications. The
applications are tightly bound and mutually dependent. Hardware Clusters, which provide application fail over se
using shared access to a Storage Area Network (SAN), are a common solution to this problem. Applications could be
writing and reading from the SAN and move to different servers without impacting the users. Hardware Clusters are a
proven way to integrate platforms, applications and data in a shared environment.
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Performance

When multiple applications are integrated on a shared system, contention to data (usually because of locking for access to
common storage) and uneven application performance may affect response time. Proper performance tuning, resolution of
shared bottlenecks, and capacity planning as transaction volume grows will all help to minimize this risk.

Now that we have covered Operational Data Integration, we shift to integrating approaches that involve creation of
data warehouses and data marts.

ANALYTIC DATA INTEGRATION

Analytic data is usually kept separate from operational data. One reason for this is that the growing population of power
users submits long and complex queries that place high demands on the analytical systems. Another reason for
segregating analytical data into separate storage is data volatility. Operational data is constantly changing during the day
so it yields different query results. Analytical data is loaded at a specific point in time (still usually overnight) and is largely
used for read-only processing during the day. In addition, analytical data requires large amounts of history to detect data
trends and compare results across time periods. For these reasons operational data is loaded periodically to a data
warehouses which integrate the data throughout the enterprise.

Data Warehouse Architectures

There are several choices available to implementing analytical data, in many cases the architecture reflects the
organizational structure, budgets, and design approaches of the enterprise.

Decentralized Data Architecture

With a decentralized architecture, analytical applications are built independently by each department at different points in
time. As time goes on, the table structures, DBMS and Bl tools become incompatible with other departments. In addition,
each data base may be updated at different points in time using different business rules. As a result, Decentralized
architectures are the hardest to integrate and scale. When decentralized data cause major reporting differences and
maintenance problems become large enough it is time to move to a different architecture.
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Figure 2: Decentralized Data



At an Aerospace company, due to many organizational divisions, reporting was done from independent databases that
did not reconcile with other reports. This prompted the need to consolidate the data , using a centralized architecture, into
an enterprise data warehouse.

Centralized Data Architecture
With this architecture there is one version of the data in a central location. Centralized architectures are usually designed

with using an enterprise data model that supports information originating from many sources to subject areas. Users often
access the centralized warehouse directly.
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Figure 3: Centralized Data

A major challenge is that all query access is focused in this central location. This can cause response time and
scalability problems. To ensure performance, the database and accompanying hardware platform need to be highly
scalable and performance monitored frequently.

Centralized data can take a long amount of time to complete. In the case of the Aerospace company, it took a year to
develop an enterprise logical model, then each subject area taking two to four months to load. A large implementation can
take multiple years to implement. This is often an impractical method that risks the loss of constituent support.

Alternatively, hub and spoke data architectures combine centralized data storage that deliver data to data marts. The
users access the data marts directly.

Hub & Spoke Data Architecture

Hub and spoke can also support an enterprise data warehouse. In Figure 4, the hub and spoke architecture provisio
data to downstream data marts. The difference is that the hub serves as the system of record. In the case of analytical
systems and business intelligence, the spokes are the data marts that deliver data to the end user. In the case of
operational environments that support analytics—Iike Customer Data Integration—the spokes may be a range of
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operational applications.

One of the main justifications of a hub and spoke architecture for analytical environments is that data marts relieve
the hub from large user populations query workloads. Another benefit is that data marts are physically closer to their
respective user communities, providing better performance. There is also organizational flexibility to adapt the data mart
structures to departmental needs.
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Figure 4: Hub and Spoke

Large corporations always grapple with the issue of data mart consolidation. Hub and spoke architectures provide a
means to keep downstream data consistent by having the data warehouse being the single source, with standards in place
to keep naming and data content uniform. Independent data marts—where data is extracted directly from source systems
without the benefit of integrated data from a warehouse—are more difficult to keep consistent since their source content is
different than the data on the hub. Best practices dictate that, as part of a hub and spoke architecture, independent data
marts be redesigned.

Federated Architecture

Federated architectures imply decentralization. In a federated architecture, data resides in different databases and relies
on a “virtual layer” that provides a unified view of the data. The business organizations that tactically use federated data
usually have their own hardware and software for each data mart. With this environment, Enterprise Information
Integration(Ell) tools virtually integrate the data for display from disparate sources while leaving the data in their own
servers. The user thinks that the data is integrated but it is this virtual layer that brings the pieces together and makes the
data appear as if it coexisted all along.

The challenges of federated architectures are similar to decentralized architectures. Each data mart underneath the
virtual layer may have data that was sourced at different points in time using different filtering criteria. In addition, EIl may
not be optimally performant when accessing and integrating the data from the disparate platforms.
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Figure b: Federated Data
Data Movement Strategies

Moving data from one source to another has to take into account data currency (how long to wait until the target data
bases need to be updated) and data volume (amount of data to be transferred). The main strategies for moving data are:

* Real time transfers, usually involving a point-to-point APl or information bus. The amount of data transferred is
small with low latency from one point to another.

Near-real time solutions involve triggering a job several times an hour that propagates small batches of data from
the source to the target.

Batch solutions are commonly used in data warehouses when all the data is collected at the end of the day and
transactions are loaded to the data warehouse. File Transfer Utilities (FTP) are a low-cost solution. For larger data
volumes, the Network Data Mover is used when transferring hundreds of gigabytes of data is an issue. There are
also radically different approaches where the data is not moved but stored in a shared disk facility-- Network
Attached Storage (NAS) which acts as a file server, and Storage Area Networks (SAN), as mentioned earlier, are
the most common shared storage solutions for multiple platforms in large data centers.

Integrating Data Content and Meaning

We've certainly seen our share of companies where inaccurate and duplicate customer name and addresses result in
multiple mailings and scattered customer management. Another aspect of data integration is standardizing the usage of
data content. There are several vendor products that standardize names and addresses, they also perform de~duplicating
the data that consolidates multiple name and address records into single records to manage customer interactions better.
This type of data content integration yields business efficiencies. These tools can also integrate the data to make it

consistent.

Integration of content also standardizes data values, for instance lookup codes, across different data bases. In the
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case of an auto parts manufacturer, part numbers from different vendors are associated to common internal part numbers.
Users sees a unified part catalog using the internal part numbers.

Besides the physical data movement and storage of integrated data bases, the common integration of data meaning
needs to be standardized. Metadata provides definitions of subject areas, tables, and columns in a data repository.

When all users refer to the data repository, the meaning of each data element is standardized to a common definition.
Additional metadata can be provided that displays calculations for derived data elements, glossaries of business terms,
and lineage of the source of data.

Infrastructure Standards
For a consistent view of enterprise data you will also need uniformity of hardware and software. This includes compatibility
of vendor products for DBMS, ETL and BI tools. In addition, tools for repositories, data model development, performance

and capacity management should also be compatible across development groups. In order to standardize access using
SQL to DBMS systems, many enterprises use the ODBC and JDBC standards.

PLANNING A DATA INTEGRATION PROGRAM

When establishing a data integration program, one of the main issues to consider is data migration to the integrated
environment. An enterprise wide subject area definition and prioritization project should be considered to define for each
subject area business value and usage. Information that impacts the business bottom line has the highest value,
information that is used in many departments have the highest usage. These two factors in many cases do not result in
the same priorities, so management needs to prioritize the order of subject area implementation.

Once the subject areas are defined and prioritized, an effective integration plan involves:

* Foundational data migration — Implementing the main lookup data, or master data, for enterprise: For example,
foundational data for a bank includes customer, accounts, and code values

 Core transactional data migration — Detailed transactions for the basic enterprise events, for example deposits,
withdrawals, balances

* Application data migration — Supports specific company functions, for example CRM and marketing applications.

This strategy leverages the building of foundational master data that will be most often queried by end users, then
adding core transactional data that adds value and incrementally allows more business value as data becomes richer in
content.

On a recent client project, we prioritized the necessary steps for a data integration initiative. They were:

1. Categorize data in business value and usage.



2. Prioritize the sequence in which subject areas will be implemented.

3. Document data migration and infrastructure deployment roadmap.

4. Establish physical reference architecture and tools.

5. Establish a coexistence strategy with legacy platforms and applications.

6. Implement environments for the Information Bus and shared storage.

7. Establish new standards for naming, data types and metadata.

8. Publish metadata definitions, lineage, and glossaries of business terms.

©

Begin data migration into the integrated environment.

In any data integration initiative there are always needs for tactical data integration for specific business problems.
This involves establishing a communication path between applications (using an API or EAI solution) or by creating an
ODS to collect and store shared data. In this case data integration occurs faster and business value can be proven for a
specific problem. This type of approach, however, requires that all the necessary standards and infrastructure be agreed
upon in order to ensure future integration of other areas.

CONCLUSION

Data integration is an ongoing process. As new customers arrive, additional partners and channels emerge, and new
products are developed, the need to integrate data as a single image with common messaging is the end goal. As we've
seen in this paper, there are several means for accomplishing this goal.

When developing new applications and databases, it is imperative that data integration standards are included to
consider external interfaces to the data. These standards need to include consistent data names and meanings, then
published to users using a repository. This will save rework by providing a consistent view of the data on an environment
that is consistent, flexible, scalable, and ultimately valuable to the business.
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